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Abst r act

By the early 1990s, it had become clear that RFC 1036, then the
specification for the Interchange of USENET Messages, was badly in
need of repair. This "Internet-Draft-to-be", though never formally
published at that tine, was widely circulated and becane the de facto
standard for inplenmentors of News Servers and User Agents, rapidly
acquiring the nicknane "Son of 1036". |ndeed, under that name, it
could fairly be described as the best-known Internet Draft (n)ever
published, and it formed the starting point for the recently adopted
Proposed Standards for Netnews.

It is being published nowin order to provide the historica
background out of which those standards have grown. Present-day

i mpl ementors should be aware that it is NOT NOW APPROPRI ATE for use
in current inplenmentations.

Status of This Meno

This docunent is not an Internet Standards Track specification; it is
published for the historical record.

Thi s docunent defines a Historic Docunent for the Internet conmmunity.
This is a contribution to the RFC Series, independently of any other
RFC stream The RFC Editor has chosen to publish this docunent at
its discretion and nakes no statement about its value for

i mpl enentati on or depl oynent. Docunents approved for publication by
the RFC Editor are not a candidate for any |evel of Internet

St andard; see Section 2 of RFC 5741.

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtai ned at
http://ww. rfc-editor.org/info/rfcl849
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Copyright Notice

Copyright (c) 2010 I ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

This docunent is subject to BCP 78 and the I ETF Trust’'s Lega
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these docunents
carefully, as they describe your rights and restrictions with respect
to this document.

This docunent nmay not be nodified, and derivative works of it may not

be created, except to format it for publication as an RFC or to
translate it into | anguages other than English
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Pr ef ace

Al t hough [ RFC1036] was published in 1987, for many years it renmained
the only formally published specification for Netnews format and
processing. It was wi dely considered obsolete within a few years,
and it has now been superseded by the work of the USEFOR Wor ki ng
Group, leading to the publication of [RFC5536] and [ RFC5537].
However, there was an internmediate step that is of some historica

i nterest.

In 1993-4, Henry Spencer wote and informally circul ated a docunent
t hat becane known as "Son of 1036", nmeant as a first draft of a

repl acenent for [RFCL036]. It went no further at the tinme (although
nore recently, the USEFOR Wrking Goup started fromit), but has
nevert hel ess seen consi derabl e use as a technical reference and even
a de facto standard, despite its informal status.

The USEFOR work has elimnated any further rel evance of Son of 1036
as a technical reference, but it remains of historical interest. The
USEFOR Wor ki ng Group has asked that it be published as an Historic
RFC, to ensure its preservation in an accessible formand facilitate
referencing it.

This docunent is identical to the last distributed version of Son of
1036, dated 2 June 1994, except for reformatting, correction of a few
m nor factual or formatting errors, conpletion of the then-enpty
Appendi x D and of the References section, mnor editing to match
preferred RFC style, and changes to leading and trailing materi al
Remar ks enclosed within "{...}" indicate explanatory material not
present in the original version. References to the current MME
standards (and a few others) have been added (that was an unresol ved

i ssue in 1994).

The technical content renmains unchanged, including the references to
the docunent itself as a Draft rather than an RFC and the presence of
unresol ved i ssues. The original section nunbering has been
preserved, although the original pagination has not (anbng ot her
reasons, it did not fully follow | ETF formatting standards).

READERS ARE CAUTI ONED THAT THI S DOCUMENT | S OBSCLETE AND SHOULD NOT
BE USED AS A TECHNI CAL REFERENCE. Al though Son of 1036 |argely
docunented existing practice, it also proposed sone changes, sone of
whi ch did not catch on or are no | onger considered good ideas. (O
particular note, the M ME type "nessage/ news" should not be used.)
Consult [ RFC5536] and [ RFC5537] for nodern technical information
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Al t hough a nunber of people contributed useful coments or criticism
during the preparation of this docunent, its contents are entirely

t he opinions of the author circa 1994. Not even the author hinself
agrees with themall now

The aut hor thanks Charles Lindsey for his assistance in getting this
docunent cl eaned up and fornmally published at last (not |east, for
suppl yi ng sone prodding to actually get it done!).

The aut hor thanks Luc Rooijakkers for supplying the MM summary t hat
Appendi x B is based on

=

i gi nal Abstract

This Draft defines the format and procedures for interchange of
network news articles. It is hoped that a later version of this
Draft will obsolete RFC 1036, reflecting nore recent experience and
acconmodating future directions.

Net work news articles resenble mail nmessages but are broadcast to
potentially | arge audi ences, using a flooding al gorithmthat
propagat es one copy to each interested host (or group thereof),
typically stores only one copy per host, and does not require any
central administration or systematic registration of interested
users. Network news originated as the nedi um of comuni cation for
Usenet, circa 1980. Since then, Usenet has grown expl osively, and
many Internet sites participate init. |In addition, the news
technology is now in w despread use for other purposes, on the

I nternet and el sewhere.

This Draft prinmarily codifies and organi zes existing practice. A few
smal | extensions have been added in an attenpt to solve problens that
are considered serious. Major extensions (e.g., cryptographic

aut hentication) that need significant devel opment effort are left to

be undertaken as independent efforts.

1. Introduction

Net work news articles resenble mail nmessages but are broadcast to
potentially |arge audi ences, using a flooding al gorithmthat
propagat es one copy to each interested host (or groups thereof),
typically stores only one copy per host, and does not require any
central administration or systematic registration of interested
users. Network news originated as the nedi um of comuni cation for
Usenet, circa 1980. Since then, Usenet has grown expl osively, and
many Internet sites participate init. |In addition, the news
technology is now in wi despread use for other purposes, on the

I nternet and el sewhere.
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The earliest news interchange used the so-called "A News" article
format. Shortly thereafter, an article format vaguely resenbling
Internet mail was devised and used briefly. Both of those formats
are conpletely obsolete; they are docunented in Appendix A for
historical reasons only. Wth the publication of [RFC850] in 1983,
news articles cane to closely resenble Internet mail nessages, with
sonme restrictions and sone additional headers. In 1987, [RFCL036]
updat ed [ RFC850] wi t hout maki ng maj or changes.

In the intervening five years, the [RFCL036] article format has
proven quite satisfactory, although mi nor extensions appear desirable
to match recent devel opnents in areas such as nulti-nedia nail

[ RFC1036] itself has not proven quite so satisfactory. It is often
rat her vague and does not address sone issues at all; this has caused
significant interoperability problenms at times, and inplenmentations
have di verged somewhat. Wirse, although it was intended primarily to
docunent existing practice, it did not precisely match existing
practice even at the tine it was published, and the deviations have
grown si nce.

This Draft attenpts to specify the format of articles, and the
procedures used to exchange them and process them in sufficient
detail to allow full interoperability. |In addition, sonme tentative
suggestions are made about directions for future devel opnent, in an
attenpt to avert unnecessary divergence and consequent | oss of
interoperability. Major extensions (e.g., cryptographic

aut hentication) that need significant devel opment effort are left to
be undertaken as independent efforts.

NOTE: One question all of this may raise is: why is there no News-
Ver si on header, anal ogous to M ME-Version, specifying a version
nunber corresponding to this specification? The answer is: it
doesn’t appear to be useful, given news's backward-conpatibility
constraints. The major use of a version nunber is indicating

whi ch of several | NCOVWPATIBLE interpretations is relevant. The

i mpossibility of orchestrating any sort of sinultaneous change
over news's installed base nakes it necessary to avoid such

i nconpati bl e changes (as opposed to extensions) entirely. MM
has a version nunber nostly because it introduced inconpatible
changes to the interpretation of several "Content-" headers. This
Draft attenpts no changes in interpretation, and it appears
doubtful that future Drafts will find it feasible to introduce
any.

UNRESOLVED | SSUE: Shoul d this be reconsidered? Only if the header

has SPECI FI C | DENTI FI ABLE uses today. Oherwise, it’s just
usel ess added bul k.
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2.

2.

As in this Draft’s predecessors, the exact neans used to transnit
articles fromone host to another is not specified. Network News
Transfer Protocol (NNTP) [RFCO77] {since replaced by [ RFC3977]} is
probably the npbst common transm ssion nethod on the Internet, but a
nunber of others are known to be in use, including the Unix-To-UniXx
Copy Protocol [UUCP], which was extensively used in the early days of
Usenet and is still much used on its fringes today.

Several of the mechani snms described in this Draft may seem sonewhat
strange or even bizarre at first reading. As with Internet mail,
there is no reasonable possibility of updating the entire installed
base of news software pronptly, so interoperability with old software
is crucial and will remain so. Conpatibility with existing practice
and robustness in an inperfect world necessarily take priority over

el egance.

Definitions, Notations, and Conventions
1. Textual Notations

Throughout this Draft, "MAIL" is short for "[RFC822] as anmended by

[ RFC1123]". ([RFC1123]'s anmendnents are nostly relatively small, but
they are not insignificant.) See also the discussion in Section 3
about this Draft’s relationship to MAIL. "M ME" is short for

"[ RFC1341] and [ RFC1342]" (or their {since} updated replacenents

{[ RFC2045], [RFC2046], and [ RFC2047]}).

UNRESOLVED | SSUE: Updat e these nunbers {now resol ved!}.

{NOTE: Since the original publication of this Draft [RFC822] has
been updated, firstly to [ RFC2822] and nore recently to [ RFC5322];
however, this Draft is firmy rooted in the original [RFC822].
Simlarly, [RFC821] has al so received two upgrades in the
nmeanti ne. }

"ASCI 1" is short for "the ANSI X3.4 character set" [X3.4]. Wiile
"ASCI|" is often misused to refer to various character sets sonmewhat
simlar to X3.4, in this Draft, "ASCII" nmeans [ X3.4] and only [ X3.4].

NOTE: The nane is traditional (to the point where the ANS
standard sanctions it), even though it is no |longer an acronym for
the name of the standard.

NOTE: ASCl|l, X3.4, contains 128 characters, not all of them
printable. Character sets with nore characters are not ASCl |
al t hough they may include it as a subset.
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Certain words used to define the significance of individua
requirenents are capitalized. "MJST" neans that the itemis an

absol ute requirenment of the specification. "SHOULD' nmeans that the
itemis a strong recomrendation: there may be valid reasons to ignore
it in unusual circunstances, but this should be done only after
careful study of the full inplications and a firmconclusion that it
is necessary, because there are serious disadvantages to doing so.
"MAY" neans that the itemis truly optional, and inplenentors and
users are warned that confornance is possible but not to be relied
on.

The term"conpliant", applied to inplenmentations, etc., indicates
satisfaction of all relevant "MJUST' and "SHOULD' requirenents. The
term"conditionally conpliant"” indicates satisfaction of all rel evant
"MUST" requirenents but violation of at |east one rel evant " SHOULD'
requirenent.

This Draft contains explanatory notes using the foll owi ng fornat.
These nay be skipped by persons interested solely in the content of
the specification. The purpose of the notes is to explain why

choi ces were made, to place themin context, or to suggest possible
i npl enent ati on techni ques.

NOTE: Wil e such explanatory notes nay seem superfluous in
principle, they often help the | ess-than-ommiscient reader grasp
t he purpose of the specification and the constraints invol ved.
Gven the linitations of natural |anguage for descriptive

pur poses, this inmproves the probability that inplenmentors and
users will understand the true intent of the specification in
cases where the wording is not entirely clear

Al numeric values are given in decimal unless otherw se indicated.
Cctets are assuned to be unsigned values for this purpose. Large
nunbers are witten using the North American convention, in which ",k "
separates groups of three digits but otherw se has no significance.

2.2. Syntax Notation

Al t hough t he mechani snms specified in this Draft are all described in
prose, nost are also described formally in the nodified BNF notation
of [RFC822]. Inmplenentors will need to be familiar with this
notation to fully understand this specification and are referred to
[ RFC822] for a conplete explanation of the nodified BNF notation
Here is a brief illustrative exanple:
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sentence = clause *( punct clause ) "."

punCt = n . n / n ; n

cl ause = 1*word [ "(" clause ")" [/ "," 1*word ]
wor d = <any English word>

This defines a sentence as sone cl auses separated by puncts and ended
by a period, a punct as a colon or senicolon, a clause as at |east
one <word> optionally followed by either a parenthesized clause or a
conma and at | east one nore <word>, and a <word> as (informally) any
English word. The characters "<>" are used to encl ose nanmes when
(and only when) distinguishing themfrom surrounding text is useful
The full formof the repetition notation is "<nmp*<n><thi ng>"

denoting <nm> through <n> repetitions of <thing> <nmr defaults to
zero, <n>to infinity, and the "*" and <n> can be onmitted if <nr and
<n> are equal, so 1*word is one or nore words, 1*5word is one through
five words, and 2word is exactly two words.

The character "\" is not special in any way in this notation

This Draft is intended to be self-contained; all syntax rules used in
it are defined withinit, and a rule with the same nane as one found
in MAIL does not necessarily have the sanme definition. The lexica

|l ayer of MAIL is NOI, repeat NOT, used in this Draft, and its
presence nust not be assuned; notably, this Draft spells out all

pl aces where white space is pernmitted/required and all places where
constructs resenbling MAIL coments can occur

NOTE: News parsers historically have been nuch | ess pernissive
than MAIL parsers.

2.3. Definitions

The term "character set", wherever it is used in this Draft, refers
to a coded character set, in the sense of |SO character set
standardi zati on work, and nust not be nisinterpreted as neaning
merely "a set of characters”

In this Draft, ASCI| character 32 is referred to as "blank"; the word
"space" has a nore generic neaning.

An "article" is the unit of news, anal ogous to a MAIL "nessage"

A "poster" is a human being (or software equivalent) subnitting a
possi bly conpliant article to be "posted", i.e., nade avail able for
reading on all relevant hosts. A "posting agent" is software that
assists posters to prepare articles, including determ ning whether
the final article is conpliant, passing it on to a relayer for
posting if so, and returning it to the poster with an explanation if
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not. A "relayer" is software that receives allegedly conpliant
articles fromposting agents and/or other relayers, files copies in a
"news dat abase", and possibly passes copies on to other rel ayers.

NOTE: Wile the sane software may well function both as a rel ayer
and as part of a posting agent, the two functions are distinct and
shoul d not be confused. The posting agent’s purpose is (in part)
to validate an article, supply header information that can or
shoul d be supplied automatically, and generally take reasonabl e
actions in an attenpt to transformthe poster’s subnission into a
compliant article. The relayer’s purpose is to nove already-
conpliant articles around efficiently without damagi ng them

A "reader" is a human being reading news articles. A "reading agent"
is software that presents articles to a reader

NOTE: Informal usage often uses "reader" for both these neanings,
but this introduces considerable potential for confusion and

m sunder standi ng, so this Draft takes care to nake the

di stinction.

A "newsgroup" is a single news forum a logical bulletin board,
having a name and nomnally intended for articles on a specific
topic. An article is "posted to" a single newsgroup or severa
newsgroups. Wen an article is posted to nore than one newsgroup, it
is said to be "cross-posted”; note that this differs fromposting the
sane text as part of each of several articles, one per newsgroup. A
"hi erarchy" is the set of all newsgroups whose nanes share a first
component (see the nanme syntax in Section 5.5).

A newsgroup nmay be "noderated", in which case subnissions are not
posted directly, but mailed to a "noderator" for consideration and
possi bl e posting. Mderators are typically human but may be

i npl emented partially or entirely in software.

A "followp" is an article containing a response to the contents of
an earlier article (the followp’'s "precursor"). A "followp agent”
is a conbination of reading agent and posting agent that aids in the
preparation and posting of a foll owp.

Text conparisons are "case-sensitive" if they consider uppercase

letters (e.g., "A") different fromlowercase letters (e.g., "a"), and
"case-insensitive" if letters differing only in case (e.g., "A" and
"a") are considered identical. Categories of text are said to be

case-(in)sensitive if conparisons of such texts to others are case-
(in)sensitive
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A "cooperating subnet" is a set of news-exchangi ng hosts that is
sufficiently well-coordinated (typically via a central administration
of some sort) that stronger assunptions can be nmade about hosts in
the set than about news hosts in general. This is typically used to
relax restrictions that are otherw se required for worst-case
interoperability; nenbers of a cooperating subnet MAY interchange
articles that do not conformto this Draft’s specifications, provided
all menbers have agreed to this and provided the articles are not
permitted to | eak out of the subnet. The word "subnet" is used to
enphasi ze that a cooperating subnet is typically not an isol ated

uni verse; care nust be taken that traffic | eaving the subnet conplies
with the restrictions of the larger net, not just those of the
cooperating subnet.

A "nessage ID'" is a unique identifier for an article, usually
supplied by the posting agent that posted it. It distinguishes the
article fromevery other article ever posted anywhere (in theory).
Articles with the sane nessage ID are treated as identical copies of
the sane article even if they are not in fact identical

A "gateway" is software that receives news articles and converts them
to nessages of some other kind (e.g., mail to a mailing list), or
vice versa; in essence, it is a translating relayer that straddles
boundari es between different nethods of nessage exchange. The nost
conmon type of gateway connects newsgroup(s) to mailing list(s),
either unidirectionally or bidirectionally, but there are also

gat eways between news networks using this Draft’s news format and

t hose using other formats.

A "control nessage" is an article that is marked as containing
control information; a relayer receiving such an article wll
(subject to pernissions, etc.) take actions beyond just filing and
passing on the article.

NOTE: "Control article" would be nore consistent term nol ogy, but
"control nessage" is already well established.

An article’ s "reply address" is the address to which nailed replies
shoul d be sent. This is the address specified in the article’ s From
header (see Section 5.2), unless it also has a Reply-To header (see
Section 6.3).

The notation (for exanple) "(ASCII 17)" following a nane nmeans "this
name refers to the ASCII character having value 17". An "ASC
printable character” is an ASCI|I character in the range 33-126. An
"ASCI| control character"” is an ASCI| character in the range 0-31, or
the character DEL (ASCII 127). A "non-ASCI| character” is a
character having a val ue exceedi ng 127.
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2.

2.

2.

4.

5.

6.

NOTE: Blank is neither an "ASCI| printable character" nor an
"ASCI | control character"

End- of - Li ne

How the end of a text line is represented depends on the context and
the inplenentation. For Internet transm ssion via protocols such as
SMIP [ RFC821], an end-of-line is a CR (ASCI| 13) followed by an LF
(ASCIl 10). 1SO CISOIECI899] and many nodern operating systens
indicate end-of-line with a single character, typically ASCIl1 LF (aka
"new ine"), and this is the normal convention when news is
transmitted via UUCP. A variety of other nethods are in use,

i ncl udi ng out-of -band nmethods in which there is no specific character
t hat neans end-of-Iine.

This Draft does not constrain how end-of-line is represented in news,
except that characters other than CR and LF MJST NOT be usurped for
use in end-of-line representations. Al so, obviously, all software
dealing with a particular copy of an article nust agree on the
convention to be used. "EOL" is used to nean "whatever end-of-1ine
representation is appropriate”; it is not necessarily a character or
sequence of characters

NOTE: If faced with picking an EOL representation in the absence
of other constraints, use of a single character sinplifies
processing, and the ASCI| standard [ X3.4] specifies that if one
character is to be used for this purpose, it should be LF (ASCl
10).

NOTE: |Inside M ME encodi ngs, use of the Internet canonical EQOL
representation (CR followed by LF) is mandatory. See [ RFC2049].

Case-Sensitivity

Text in newsgroup names, header paraneters, etc. is case-sensitive
unl ess stated ot herw se.

NOTE: This is at variance with MAIL, which is case-insensitive

unl ess stated otherw se, but is consistent with news historica
practice and existing news software. See the coments on backward
compatibility in Section 1.

Language

Various constant strings in this Draft, such as header names and
mont h names, are derived fromEnglish words. Despite their
derivation, these words do NOT change when the poster or reader
enploying themis interacting in a | anguage other than English
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Posting and readi ng agents SHOULD transl ate as appropriate in their
interaction with the poster or reader, but the forns that actually
appear in articles are always the English-derived ones defined in
this Draft.

3. Relation to MAIL (RFCB22, etc.)

The primary intent of this Draft is to conpletely describe the news
article format as a subset of MAIL's nessage format (augnented by
sonme new headers). Unless explicitly noted otherw se, the intent
throughout is that an article MIST al so be a valid MAIL nessage.

NOTE: Despite obvious sinilarities between news and nail, opinions
vary on whether it is possible or desirable to unify theminto a
single service. However, it is unquestionably both possible and
useful to enploy sone of the sanme tools for manipulating both nmail
messages and news articles, so there is specific advantage to be
had in defining themconpatibly. Furthernore, there is no
apparent need to re-invent the wheel when slight extensions to an
existing definition will suffice.

Gven that this Draft attenpts to be self-contained, it inevitably
contai ns considerable repetition of information found in MAIL. This
raises the possibility of unintentional conflicts. Unless
specifically noted otherwi se, any wording in this Draft that pernits
behavior that is not MAlL-conpliant is erroneous and shoul d be
followed only to the extent that the result remains conpliant with
MAI L.

NOTE: [ RFC1036] said "where this standard conflicts with the
Internet Standard, RFC 822 should be considered correct and this
standard in error". Taken literally, this was obviously

i ncorrect, since [ RFC1036] inposed a nunber of restrictions not
found in [RFC822]. The intent, however, was reasonable: to

i ndi cate that UNI NTENTI ONAL differences were errors in [ RFC1036].

| mpl enentors and users should note that MAIL is deliberately an
extensi bl e standard, and nost extensions devised for mail are al so
relevant to (and conpatible with) news. Note particularly MM
summari zed briefly in Appendi x B, which extends MAIL in a nunmber of
useful ways that are definitely relevant to news. Al so of note is
the work in progress on reconciling Privacy Enhanced Miil (PEM,

whi ch defines extensions for authentication and security) with MM
after which this nmay al so be rel evant to news.

UNRESOLVED | SSUE: Update the M ME/ PEM i nformati on
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4.

4.

1

Simlarly, descriptions here of MM facilities should be consi dered
correct only to the extent that they do not require or legitimze
practices that would violate those RFCs. (Note that this Draft does
extend the application of some MM facilities, but this is an
extension rather than an alteration.)

Basi ¢ For mat
Overal | Syntax
The overall syntax of a news article is:

article

header
start-1ine
conti nuation
header - nane
nane- char act er

1*header separator body

start-line *continuation

header-name ":" space [ nonbl ank-text ] eo
space nonbl ank-text eo
1*nanme-character *( "-"
letter / digit

1*nane- character )

letter <ASCI| letter A-Z or a-z>

digit <ASCI| digit 0-9>

separ at or €o

body *( [ nonblank-text / space ] eol )
eol <EOL>

nonbl ank-t ext
t ext - char act er

[ space ] text-character *( space-or-text )
<any ASCI| character except NUL (ASCI | 0),
HT (ASCII 9), LF (AsSCIl 10), CR (AsC | 13),
or blank (ASCII 32)>
1*( <HT (ASCll 9)> / <blank (ASC I 32)>)
space / text-character

space
space- or - t ext

An article consists of sonme headers followed by a body. An enpty
line separates the two. The headers contain structured information
about the article and its transnission. A header begins with a
header nanme identifying it, and can be continued onto subsequent
lines by beginning the continuation line(s) with white space. (Note
that Section 4.2.3 adds sone restrictions to the header syntax

i ndi cated here.) The body is largely unstructured text significant
only to the poster and the readers.

NOTE: Termi nol ogy here follows the current customin the news
community, rather than the MAIL convention of (sonetines)
referring to what is here called a "header" as a "header field" or
"field".

Note that the separator line nust be truly enpty, and not just a line
contai ning white space. Further enpty lines following it are part of
the body, as are enpty lines at the end of the article.
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NOTE: Sone systens nmake no di stinction between enpty |ines and
lines consisting entirely of white space; indeed, sone systens
cannot represent entirely enpty lines. The grammar’s requirenent
that header continuation lines contain sonme printable text is
meant to ensure that the enpty/space distinction cannot confuse
identification of the separator |ine.

NOTE: It is tenpting to authorize posting agents to strip enpty
lines at the beginning and end of the body, but such enpty l|ines
could possibly be part of a preformatted docunent.

I mpl enentors are warned that trailing white space, whether alone on
the Iine or not, MAY be significant in the body, notably in early
versi ons of the "uuencode" encoding for binary data. Trailing white
space MUST be preserved unless the article is known to have
originated within a cooperating subnet that avoids using significant
trailing white space, and SHOULD be preserved regardl ess. Posters
SHOULD avoi d using conventions or encodings that nake trailing white
space significant; for encoding of binary data, MM s "base64"
encoding is reconmmended. |Inplementors are warned that 1SO C

i npl enentations are not required to preserve trailing white space,
and special precautions may be necessary in inplenentations that do
not .

NOTE: Unfortunately, the signature-delimter convention (described
in Section 4.3.2) does use significant trailing white space. It’'s
too late to fix this; there is work underway on defining an

organi zed signature convention as part of MME, which is a
preferable solution in the long run.

Posters are warned that sone very old relayer software ni sbehaves
when the first non-enpty line of an article body begins with white
space.

4. 2. Header s
4,.2.1. Nanes and Contents

Despite the restrictions on header-name syntax inposed by the
grammar, relayers and readi ng agents SHOULD tol erate header nanes
contai ning any ASCII printable character other than colon (":",
ASCI | 58).

NOTE: MAI L header names can contain any ASCI| printable character
(other than colon) in theory, but in practice, arbitrary header
nanmes are known to cause trouble for sone news software. Section
4.1’s restriction to al phanuneric sequences separated by hyphens
is believed to pernmt all wdely used header nanmes wi thout causing
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probl ens for any widely used software. Software is neverthel ess
encouraged to cope correctly with the full range of possibilities,
since aberrations are known to occur

Rel ayers MJST di sregard headers not described in this Draft (that is,
wi th header nanmes not nentioned in this Draft) and pass them on
unal tered

Posters wi shing to convey non-standard information in headers SHOULD
use header names beginning with "X-". No standard header nanme wl|
ever be of this form Reading agents SHOULD ignore "X-" headers, or
at least treat themw th great care.

The order of headers in an article is not significant. However,
posting agents are encouraged to put mandatory headers (see
Section 5) first, followed by optional headers (see Section 6),
foll owed by headers not defined in this Draft.

NOTE: Wile relayers and readi ng agents nust be prepared to handl e
any order, having the significant headers (the precise definition
of "significant" depends on context) first can noticeably inprove
efficiency, especially in menory-limted environnents where it is
difficult to buffer up an arbitrary quantity of headers while
searching for the few that matter

Header nanes are case-insensitive. There is a preferred case
convention, which posters and posting agents SHOULD use: each hyphen-
separated "word" has its initial letter (if any) in uppercase and the
rest in | owercase, except that sone abbreviations have all letters
uppercase (e.g., "Message-1D'" and "M Me-Version"). The forns used in
this Draft are the preferred forns for the headers described herein.
Rel ayers and readi ng agents are warned that articles mght not obey
this convention.

NOTE: Al t hough software nust be prepared for the possibility of
random use of case in header nanes (and other case-i ndependent
text), establishing a preferred convention reduces pointless
diversity and may permit optim zed software that | ooks for the
preferred forms before resorting to | ess-efficient case-

i nsensitive searches.

In general, a header can consist of several lines, with each
continuation line beginning with white space. The EQOLs preceding
continuation lines are ignored when processing such a header
effectively conbining the start-line and the continuations into a
single logical line. The logical line, |less the header nane, colon
and any white space following the colon, is the "header content”.
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4,.2.2. Undesirabl e Headers

A header whose content is enpty is said to be an enpty header

Rel ayers and readi ng agents SHOULD NOT consi der presence or absence
of an enpty header to alter the semantics of an article (although
syntactic rules, such as requirenents that certain header nanes
appear at nost once in an article, MJST still be satisfied). Posting
agents SHOULD del ete enpty headers fromarticles before posting them

Headers that nerely state defaults explicitly (e.g., a Foll owp-To
header with the sanme content as the Newsgroups header, or a M ME
Content - Type header with contents "text/plain; charset=us-ascii") or
state information that reading agents can typically deternine easily
t hensel ves (e.g., the length of the body in octets) are redundant,
conveying no informati on whatsoever. Headers that state information
t hat cannot possibly be of use to a significant nunber of relayers,
readi ng agents, or readers (e.g., the nane of the software package
used as the posting agent) are usel ess and pointless. Posters and
posting agents SHOULD avoi d including redundant or usel ess headers in
articles.

NOTE: Information that soneone, sonewhere, might sonmeday find
useful is best omtted fromheaders. (There’'s quite enough of it
in article bodies.) Headers should contain information of known
utility only. This is not neant to preclude inclusion of
information primarily nmeant for news-software debuggi ng, but such
i nformati on should be included only if there is real reason
preferably based on experience, to suspect that it may be

genui nely useful. Articles passing through gateways are the only
obvi ous case where inclusion of debugging infornmation appears
clearly legitimte. (See Section 10.1.)

NOTE: A useful rule of thunmb for software inplenmentors is: "if |
had to pay a dollar a day for the transnission of this header,
would | still think it worthwhile?"

4.2.3. \Wite Space and Conti nuations

The colon followi ng the header nane on the start-line MJUST be

foll owed by white space, even if the header is enpty. |[If the header
is not enpty, at |east sone of the content MJST appear on the start-
line. Posting agents MJST enforce these restrictions, but relayers
(etc.) SHOULD accept even articles that violate them

NOTE: MAI L does not require white space after the colon, but it is
usual . [ RFC1036] required the white space, even in enpty headers,
and sone existing software demands it. In MAIL, and arguably in

[ RFC1036] (although the wording is vague), it is technically
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legitimate for the white space to be part of a continuation |ine
rather than the start-line, but not all existing software will
accept this. Deleting enpty headers and pl aci ng sone content on
the start-line avoids this issue; this is desirable because
trailing blanks, easily deleted by accident, are best not nade
significant in headers.

In general, posters and posting agents SHOULD use blank (ASCI | 32),
not tab (ASCII 9), where white space is desired in headers. Existing
sof tware does not consistently accept tab as synonynous with blank in
all contexts. In particular, [RFCL036] appeared to specify that the
character imediately following the colon after a header nane was
required to be a blank, and sonme news software insists on that, so
this character MJST be a blank. Again, posting agents MJST enforce
these restrictions but relayers SHOULD be nore tol erant.

Since the white space beginning a continuation line remains a part of
the logical line, headers can be "broken" into nultiple lines only at
white space. Posting agents SHOULD NOT break headers unnecessarily.
Rel ayers SHOULD preserve exi sting header breaks, and SHOULD NOT

i ntroduce new breaks. Breaking headers SHOULD be a |l ast resort;

rel ayers and readi ng agents SHOULD handl e | ong header |ines
gracefully. (See the discussion of size limts in Section 4.6.)

4. 3. Body

Al t hough the article body is unstructured for nost of the purposes of
this Draft, structure MAY be inposed on it by other nmeans, notably
M ME headers (see Appendi x B)

4.3.1. Body Format |ssues

The body of an article MAY be enpty, although posting agents SHOULD
consider this an error condition (nmeriting returning the article to
the poster for revision). A posting agent that does not reject such
an article SHOULD i ssue a warning nessage to the poster and supply a
non-enpty body. Note that the separator |ine MJIST be present even if
the body is enpty.

NOTE: An enpty body is probably a poster error except, arguably,
for sone control messages, and even they really ought to have a
body expl ai ning the reason for the control nessage. Sone old
readi ng agents are known to generate enpty bodies for "cancel"
control nessages, so posting agents night opt not to reject

bodyl ess articles in such cases (although it would be better to
fix the reading agents to request a body). However, sone existing
news software is known to react badly to bodyless articles, hence
the request for posting agents to insert a body in such cases.
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NOTE: A possi bl e posting-agent-supplied body text (already used by
one wi despread posting agent) is "This article was probably
generated by a buggy news reader". (The use of "reader" to refer
to the reading agent is traditional, although this Draft uses nore
preci se termn nol ogy.)

NOTE: The requirenent for the separator line even in a bodyl ess
article is inherited from MAIL and al so distinguishes legitimtely
bodyl ess articles fromarticles accidentally truncated in the

m ddl e of the headers.

Note that an article body is a sequence of lines term nated by EQLs,
not arbitrary binary data, and in particular it MJST end with an ECQL.
However, relayers SHOULD treat the body of an article as an

uni nterpreted sequence of octets (except as nmandated by changes of
EQL representati on and by control -nessage processing) and SHOULD
avoid i nposing constraints on it. See also Section 4.6.

4.3.2. Body Conventions

Al t hough body lines can in principle be very long (see Section 4.6
for sone discussion of length limts), posters SHOULD restrict body
line lengths to circa 70-75 characters. On systens where text is
conventionally stored with EOLs only at paragraph breaks and ot her
"hard return" points, with software breaking lines as appropriate for
di spl ay or manipul ati on, posting agents SHOULD i nsert EOLs as
necessary so that posted articles conply with this restriction

NOTE: News originated in environments where |line breaks in plain
text files were supplied by the user, not the software. Be this
good or bad, much readi ng-agent and posting-agent software assunes
that news articles followthis convention, so it is often

i nconvenient to read or respond to articles that violate it. The
"70-75" number cones fromthe w despread use of display devices
that are 80 colums wide (with the nunber reduced to provide a bit
of margin for quoting, see bel ow).

Readi ng agents confronted with body |ines nuch | onger than the
avai | abl e out put -devi ce wi dt h SHOULD break |ines as appropriate.
Posters are warned that such breaks may not occur exactly where the
post er intends.

NOTE: "As appropriate" would typically include breaking |ines when
supplying the text of an article to be quoted in a reply or

foll owmup, sonething that |ine-breaking reading agents often

negl ect to do now.
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Al t hough styles vary widely, for plain text it is usual to use no
left margin, |eave the right edge ragged, use a single enpty line to
separ at e paragraphs, and enpl oy nornmal natural -1 anguage usage on
matters such as upper/lowercase. (lIn particular, articles SHOULD NOT

be witten entirely in uppercase. |In environnments where posters have
access only to uppercase, posting agents SHOULD translate it to
| ower case.)

NOTE: Most people find substantial bodies of text entirely in
uppercase relatively hard to read, while all-lowercase text mnerely
| ooks slightly odd. The commpn associ ation of uppercase wth
strong enphasis adds to this.

Tone of voice does not carry well in witten text, and

nm sunder st andi ngs are conmon when sarcasm parody, or exaggeration
for hunorous effect is attenpted without explicit warning. It has
becone conventional to use the sequence ":-)", which (on nost output
devices) resenbles a rotated "sniley face" synbol, as a marker for
text not nmeant to be taken literally, especially when hunor is
intended. This practice aids conmuni cation and averts uni ntended
ill-will; posters are urged to use it. A variety of anal ogous
sequences are used with | ess-standardi zed neani ngs [ Sanderson].

The order of arrival of news articles at a particular host depends
somewhat on transm ssion paths, and occasionally articles are |ost
for various reasons. Wen responding to a previous article, posters
SHOULD NOT assune that all readers understand the exact context. |t
is conmon to quote sonme of the previous article to establish context.
Thi s SHOULD be done by prefacing each quoted line (even if it is
enpty) with the character ">". This will result in nultiple |evels
of ">" when quoted context itself contains quoted context.

NOTE: It may seem superfluous to put a prefix on enpty lines, but
it sinplifies inplenmentation of functions such as "skip all quoted
text" in readi ng agents.

Readability is enhanced if quoted text and new text are separated by
an enpty line.

Posters SHOULD edit quoted context to trimit down to the m ninum
necessary. However, posting agents SHOULD NOT attenpt to enforce
this by inposing overly sinplistic rules like "no nore than 50% of
the lines should be quotes"

NOTE: Wil e encouraging trimming is desirable, the 50%rul e

i nposed by sone ol d posting agents is both inadequate and

count erproductive. Posters do not respond to it by being nore
sel ective about quoting; they respond by paddi ng short responses,
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or by using different quoting styles to defeat autonmatic anal ysis.
The former adds unnecessary noi se and volune, while the latter

al so defeats nore useful fornms of automatic analysis that reading
agents might wish to do

NOTE: At the very least, if a mninumunquoted quota is being set,
article bodies shorter than (say) 20 lines, or perhaps articles
that exceed the quota by only a few lines, should be exenpt. This
avoids the ridicul ous situation of conplaining about a 5-1ine
response to a 6-1ine quote.

NOTE: A nore subtle posting-agent rule, suggested for experinenta
use, is to reject articles that appear to contain quoted
signatures (see below). This is alnost certainly the result of a
carel ess poster not bothering to trimdown quoted context. Al so,
if a posting agent or followp agent presents an article tenplate
to the poster for editing, it really should take note of whether
the poster actually nade any changes, and refrain from posting an
unnodi fied tenpl ate.

Some followp agents supply "attribution" lines for quoted context,
indicating where it first appeared and under whose nane. Wen
multiple levels of quoting are present and quoted context is edited
for brevity, "inner" attribution lines are not always retained. The
editing process is also sonewhat error-prone. Reading agents (and
readers) are warned not to assune that attributions are accurate.

UNRESOLVED | SSUE: Should a standard format for attribution |ines
be defined? There is already considerable diversity, but

aut onati ¢ news anal ysis would be substantially aided by a standard
conventi on.

Early difficulties in inferring return addresses fromarticle headers
led to "signatures": short closing texts, automatically added to the
end of articles by posting agents, identifying the poster and giving
his network addresses, etc. |If a poster or posting agent does append
a signature to an article, the signature SHOULD be preceded with a
delinmter line containing (only) two hyphens (ASCI | 45) followed by
one blank (ASCIl 32). Posting agents SHOULD linit the |ength of
signatures, since verbose excess bordering on abuse is comon if no
restraint is inposed; 4 lines is a common limt.

NOTE: Wil e signatures are arguably a blemish, they are a well -
under st ood convention, and conveying the sane information in
headers exposes it to mangling and rmakes it rather |ess

conspi cuous. A standard delimter line makes it possible for
readi ng agents to handl e signatures specially if desired.
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4,

4,

(This is unfortunately hanpered by extensive nisunderstandi ng of,
and m suse of, the deliniter.)

NOTE: The choice of delinmter is somewhat unfortunate, since it
relies on preservation of trailing white space, but it is too

wel | -established to change. There is work underway to define a
nore sophi sticated signature schene as part of MME, and this will
presunably supersede the current convention in due tine.

NOTE: Four 75-colum lines of signature text is 300 characters,
which is anple to convey name and nmail -address information in al
but the nost bizarre situations.

Characters and Character Sets

Header and body |ines MAY contain any ASCI| characters other than CR
(AsCl| 13), LF (ASCIl 10), and NUL (ASCI | 0).

NOTE: CR and LF are excl uded because they clash with conmon EQL
conventions. NUL is excluded because it clashes with the C
end-of -string convention, which is significant to nost existing
news software. These three characters are unlikely to be
transmitted successfully.

However, posters SHOULD avoi d using ASCI| control characters except
for tab (ASCII 9), fornfeed (ASCII 12), and backspace (ASCII 8). Tab
signifies sufficient horizontal white space to reach the next of a
set of fixed positions; posters are warned that there is no standard
set of positions, so tabs should be avoided if precise spacing is
essential. Fornfeed signifies a point at which a readi ng agent
SHOULD pause and await reader interaction before displaying further
text. Backspace SHOULD be used only for underlining, done by a
sequence of underscores (ASCII 95) followed by an equal nunber of
backspaces, signifying that the sanme nunber of text characters
following are to be underlined. Posters are warned that underlining
is not available on all output devices and is best not relied on for
essential neaning. Reading agents SHOULD recogni ze underlining and
translate it to the appropriate commands for devices that support it.

NOTE: Interpretation of alnobst all control characters is device-
specific to sone degree, and devices differ. Tabs and underlining
are supported, to sone extent, by nost nodern devices and reading
agents, hence the cautious exenptions for them The underli ning
met hod is specified because the inverse nethod, text and then
underscores, is tenpting to the naive; however, if sent unaltered
to a device that shows only the nost recent of several overstruck
characters rather than a conposite, the result can be utterly

unr eadabl e.

Spencer Hi storic [ Page 23]



RFC 1849 Son of 1036 March 2010

NOTE: A common interpretation of tab is that it is a request to
space forward to the next position whose nunber is one nore than a
mul tiple of 8, wth positions nunbered sequentially starting at 1
(So tab positions are 9, 17, 25, ...) Reading agents not
constrai ned by existing systemconventions mght wish to use this
i nterpretation.

NOTE: It will typically be necessary for a reading agent to catch
and interpret fornfeed, not just send it to the output device.
The actions performed by typical output devices on receiving a
fornfeed are neither adequate for, nor appropriate to, the pause-
for-interacti on neani ng.

Cooperating subnets that wi sh to enpl oy non-ASCI| character sets by
usi ng escape sequences (enploying, e.g., ESC (ASCIl 27), SO

(ASCIl 14), and SI (ASCIl 15)) to alter the neaning of superficially
ASCI | characters MAY do so, but MJST use M ME headers to alert
readi ng agents to the particular character set(s) and escape
sequences in use. A reading agent SHOULD NOT pass such an escape
sequence through, unaltered, to the output device unless the agent
confirnms that the sequence is one used to affect character sets and
has reason to believe that the device is capable of interpreting that
particul ar sequence properly.

NOTE: Cooperati ng-subnet organi zers are warned that sone very old
relayers strip certain control characters out of articles they
pass along. ESCis known to be anong the affected characters.

NOTE: There are now standard Internet encodings for Japanese
[ RFC1345] and Vi et nanese [ RFC1456] in particul ar

Articles MJST NOT contain any octet with value exceeding 127, i.e.
any octet that is not an ASCI| character.

NOTE: This rule, like others, may be rel axed by unani nous consent
of the nmenbers of a cooperating subnet, provided suitable
precautions are taken to ensure that rule-violating articles do
not | eak out of the subnet. (This has already been done in many
areas where ASCI| is not adequate for the local |anguage(s).)
Beware that articles containing non-ASCI| octets in headers are a
viol ation of the MAIL specifications and are not valid MAIL
messages. M MeE offers a way to encode non-ASCI| characters in
ASCI| for use in headers; see Section 4.5.
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NOTE: While there is great interest in using 8-bit character sets,
not all software can yet handle themcorrectly, hence the
restriction to cooperating subnets. M ME encodi ngs can be used to
transmt such characters while remaining within the octet
restriction.

In anticipation of the day when it is possible to use non-ASCl
characters safely anywhere, and to provide for the (substantial)
cooperating subnets that are already using them transm ssion paths
SHOULD treat news articles as uninterpreted sequences of octets
(except perhaps for transformations between ECL representations) and
rel ayers SHOULD treat non-ASClI| characters in articles as ordinary
characters.

NOTE: 8-bit enthusiasts are warned that not all software conforns
to these recomendations yet. |In particular, standard NNTP
[RFCO77] is a 7-bit protocol {but in [RFC3977] it has been upped
to 8-bit}, and there may be inplenentations that enforce this
rule. Be warned, also, that it will never be safe to send raw
binary data in the body of news articles, because changes of EQOL
representation may (will!) corrupt it.

Except where cooperating subnets permt nore direct approaches, M M=
headers and encodi ngs SHOULD be used to transnmit non-ASClI| content
using ASCI| characters; see Section 4.5, Appendix B, and the M M=
RFCs for details. |If article content can be expressed in ASCII, it
SHOULD be. Failing that, the order of preference for character sets
is that described in MM

NOTE: Using the MME facilities, it is possible to transnmt ANY
character set, and ANY form of binary data, using only ASCl
characters. Equally inportant, such articles are self-describing
and the reading agent can tell which octet-to-synbol mapping is

i ntended! Designation of sone preferred character sets is
intended to mnimze the nunber of character sets that a reading
agent nust understand in order to display nost articles properly.

Articles containing non-ASCI| characters, articles using ASC
characters (values 0 through 127) to refer to non-ASCI | synbols, and
articles using escape sequences to shift character sets SHOULD

i nclude M ME headers indicating which character set(s) and
conventions are being used. They MJST do so unless such articles are
strictly confined to a cooperating subnet that has its own pre-agreed
conventions. M ME encodings are preferred over all of these
techniques. |If it cones to a relayer’s attention that it is being
asked to pass an article using such techni ques outward across what it
knows to be the boundary of such a cooperating subnet, it MJST report
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this error to its adnministrator and MAY refuse to pass the article
beyond the subnet boundary. |If it does pass the article, it MJST
re-encode it with MM encodings to nake it conformto this Draft.

NOTE: Such re-encoding is a non-trivial task, due to MME rul es
such as the prohibition of nested encodings. It’'s not just a
matter of pouring the body through a sinple filter

Readi ng agents SHOULD note M ME headers and attenpt to show the
reader the cl osest possible approximtion to the intended content.
They SHOULD NOT just send the octets of the article to the output
device unaltered, unless there is reason to believe that the output
device will indeed interpret themcorrectly. Reading agents MJST NOT
pass ASCI| control characters or escape sequences, other than as

di scussed above, unaltered to the output device; only by chance woul d
the result be the desired one, and there is serious potential for
harnful side effects, either accidental or malicious.

NOTE: Exactly what to do with unwanted contro

charact ers/ sequences depends on the phil osophy of the reading
agent, but passing them straight to the output device is al nost

al ways wrong. |If the reading agent wants to mark the presence of
such a character/sequence in circunstances where only ASCI
printable characters are available, translating it to "#" might be
a suitable nethod; "#" is a conspicuous character seldomused in
normal text.

NOTE: Readi ng agents should be aware that nmany ol d output devices
(or the transm ssion paths to then) zero out the top bit of octets
sent to them This can transformnon-ASCI| characters into ASCl
control characters.

Fol | owup agents MJUST be careful to apply appropriate transformations
of representation to the outbound followp as well as the inbound
precursor. A followp to an article containing non-ASCII material is
very likely to contain non-ASCI|I naterial itself.

4.5, Non-ASClI| Characters in Headers

Al'l octets found in headers MJST be ASCI| characters. However, it is
desirable to have a way of encoding non-ASCI| characters, especially
i n "human-readabl e" headers such as Subject. MME provides a way to
do this. Full details may be found in the M ME specifications;
herewith a quick summary to alert software authors to the issues.
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encoded- wor d "=?" charset "?" encoding "?" codes "?="

char set = 1*tag-char

encodi ng = 1*tag-char

t ag- char = < ASCI| printable character except
O <s@;:\"[]1/7?= >

codes = 1*code- char

code-char = <ASCI| printable character except ?>

An encoded word is a sequence of ASCII printable characters that
specifies the character set, encoding nethod, and bits of
(potentially) non-ASCII characters. Encoded words are allowed only
in certain positions in certain headers. Specific headers inpose
restrictions on the content of encoded words beyond that specified in
this section. Posting agents MJST ensure that any nateri al
resenbling an encoded word (conplete with all delimters), in a

cont ext where encoded words may appear, really is an encoded word.

NOTE: The syntax is a bit ugly, but it was designed to mninmze
chances of confusion with legitimte header contents, and to
satisfy difficult constraints on use within existing headers.

An encoded word MUST NOT be nore than 75 octets long. Each line of a
header containing encoded word(s) MJST be at nost 76 octets |ong, not
counting the EQL.

NOTE: These limts are neant to bound the | ookahead needed to
determ ne whether text that begins with "=?" is really an encoded
wor d.

The details of charsets and encodi ngs are defined by MME, the
sequence of preferred character sets is the same as MM s. Encoded
words SHOULD NOT be used for content expressible in ASC I

When an encoded word is used, other than in a newsgroup nane (see
Section 5.5), it MJST be separated from any adjacent non-space
characters (including other encoded words) by white space. Reading
agents di splaying the contents of encoded words (as opposed to their
encoded form should ignore white space adjacent to encoded words.

UNRESOLVED | SSUE: Should this section be deleted entirely, or nade
much nore terse? The material is relevant, but too conplex to
di scuss fully.

NOTE: The del etion of intervening white space pernits using

mul tiple encoded words, inplicitly concatenated by the del etion
to encode text that will not fit within a single 75-character
encoded word.
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Readi ng- agent i nplenentors are warned that although this Draft

conpl etely specifies where encoded words nmay appear in the headers it
defines, there are other headers (e.g., the MM Content-Description
header) that MAY contain them

4.6. Size Limts

| mpl enent ati ons SHOULD avoid fixed constraints on the sizes of |ines
within an article and on the size of the entire article.

Rel ayers SHOULD treat the body of an article as an uninterpreted
sequence of octets (except as nandated by changes of EQL
representation and processing of control nessages), not to be altered
or constrained in any way.

If it is absolutely necessary for an inplenentation to inpose a limt
on the I ength of header lines, body lines, or header |ogical |ines,
that limt shall be at |least 1000 octets, including EOL
representations. Relayers and transm ssion paths confronted with
lines beyond their internal limts (if any) MJST NOT sinply inject
EOQOLs at random pl aces; they MAY break headers (as described in
Section 4.2.3) as a last resort, and otherw se they MJST either pass
the long lines through unaltered, or refuse to pass the article at
all (see Section 9.1 for further discussion).

NOTE: The linmit here is essentially the sane mini num as that
specified for SMIP mail [RFC821]. |Inplenentors are warned that
Path (see Section 5.6) and References (see Section 6.5) headers,
in particular, often becone several hundred characters |ong, so
1000 is not an overly generous limt.

Al inplenentations MUST be able to handle an article totalling at

| east 65,000 octets, including headers and EOL representations,
gracefully and efficiently. Al inplenentations SHOULD be able to
handl e an article totalling at |east 1,000,000 (one nmillion) octets,
i ncludi ng headers and EOL representations, gracefully and
efficiently. "Gacefully and efficiently" is intended to preclude
not only failures, but also nmajor |oss of performance, serious
problens in error recovery, or resource consunption beyond what is
reasonably necessary.

NOTE: The intent here is to prohibit |owering the existing de
facto limt any further, while strongly encouragi ng novenent
towards a higher one. Actually, although inprovenents are
desirable in sonme cases, much news software copes reasonably well
with very large articles. The sane cannot be said of the
communi cati ons software and protocols used to transmt news from
one host to another, especially when slow conmunications |inks are
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i nvol ved. Qccasional huge articles that appear now (by acci dent
or through ignorance) typically leave trails of failing software
system probl ens, and irate administrators in their wake.

NOTE: It is intended that the successor to this Draft will raise
the "MJUST" limt to 1,000,000 and the "SHOULD" limt stil
further.

Posters SHOULD linit posted articles to at nost 60,000 octets,

i ncl udi ng headers and EQOL representations, unless the articles are
bei ng posted only within a cooperating subnet that is known to be
capabl e of handling larger articles gracefully. Posting agents
presented with a large article SHOULD warn the poster and request
confirmation.

NOTE: The difference between this and the earlier "MJST" |limt is
due to margin for header growth, differing EOL representations,
and transm ssi on over heads.

NOTE: Di sagreeable though these linits are, it is a fact that in
current networks, an article larger than 64K (after header grow h,
etc.) sinply is not transnmitted reliably. Note also the conments
above on the trauma caused by single extrenely large articles now,
the problens are real and current. These probl ens arguably shoul d
be fixed, but this will not happen network-wi de in the i mediate
future, hence the restriction of larger articles to cooperating
subnets, for now

Posters using non-ASCI| characters in their text MJST take into
account the overhead involved in MM encoding, unless the article’s
propagation will be entirely linmted to a cooperating subnet that
does not use M ME encodings for non-ASClI| characters. For exanple,

M ME base64 encoding involves growh by a factor of approximately
4/ 3, so an article that would likely have to use this encodi ng shoul d
be at nost about 45,000 octets before encodi ng.

Posters SHOULD use M ME "nessage/ partial" conventions to facilitate
aut onatic reassenbly of a large docunent split into snaller pieces
for posting. It is recommended that the content identifier used
shoul d be a nessage I D, generated by the sane neans as article
message I Ds (see Section 5.3), and that all parts should have a
See- Al so header (see Section 6.16) giving the nessage |IDs of at |east
the previous parts and preferably all of the parts.

NOTE: See-Also is nore correct for this purpose than References,

al t hough References is in comon use today (with | ess-formal
reassenbly arrangenents). M ME reassenbl ers should probably
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exam ne articles suggested by References headers if See-Al so
headers are not present to indicate the whereabouts of the other
parts of "nessage/partial" articles.

To repeat: inplenentations SHOULD avoid fixed constraints on the
sizes of lines within an article and on the size of the entire
article.

4.7. Exanple
Here is a sanple article:

From jerry@agle. ATT. COM (Jerry Schwar z)

Pat h: cbosgd! nmhuxj ! mhuxt!eagle!jerry

Newsgr oups: news. announce

Subj ect: Usenet Etiquette -- Please Read
Message- | D <642@agl e. ATT. COW>

Date: Mon, 17 Jan 1994 11:14:55 -0500 (EST)

Fol | owup- To: news. ni sc

Expires: Wed, 19 Jan 1994 00: 00: 00 - 0500

Organi zation: AT&T Bell Laboratories, Murray Hil

body
body
body

5. Mandatory Headers

An article MJST have one, and only one, of each of the follow ng
headers: Date, From Message-1D, Subject, Newsgroups, Path.

NOTE: MAIL specifies (if read nost carefully) that there nust be
exactly one Date header and exactly one From header, but otherw se
does not restrict multiple appearances of headers. (Notably, it
permts multiple Message-I1D headers!) This appears singularly

usel ess, or even harnful, in the context of news, and nuch current
news software will not tolerate nultiple appearances of nandatory
headers.

Note al so that there are situations, discussed in the relevant parts
of Section 6, where References, Sender, or Approved headers are
mandat ory.

In the discussions of the individual headers, the content of each is
specified using the syntax notation. The convention used is that the
content of, for exanple, the Subject header is defined as

<Subj ect - cont ent >.
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5.1. Date

The Date header contains the date and tine when the article was
subm tted for transm ssion

Date-content = [ weekday "," space ] date space tine
weekday = "Mon" [/ "Tue" / "Wed" / "Thu"
[ "Fri" / "Sat" / "Sun"
date = day space nonth space year
day = 1*2digit
nont h = "Jan" [/ "Feb" [/ "Mar" [ "Apr" [/ "May" [/ "Jun"
[ "Jul™ [ "Aug" / "Sep" / "Cct" / "Nov" / "Dec"
year = 4digit / 2digit
tinme = hh ":" mm[ ":" ss ] space tinmezone
ti mezone = "urt o/ oravr
[ ( "+ [/ "-") hh nm[ space "(" zone-name ")" ]
hh = 2digit
nm = 2digit
ss = 2digit
zone- name = 1*( <ASCI| printable character except ()\>
/| space )

This is a restricted subset of the MAIL date format.

If a weekday is given, it MJST be consistent with the date. The
nmodern Gregorian cal endar is used, and dates MJST be consistent with
its usual conventions; for exanple, if the nmonth is May, the day nust
be between 1 and 31 inclusive. The year SHOULD be given as four
digits, and posting agents SHOULD enforce this; however, relayers
MUST accept the two-digit form and MJST interpret it as having the
implicit prefix "19"

NOTE: Two-digit year nunmbers can, should, and nmust be phased out
by 1999.

The tine is given on the 24-hour clock, e.g., two hours before

m dni ght is "22:00" or "22:00:00". The hh nust be between 00 and 23
i nclusive, the nm between 0 and 59 inclusive, and the ss between 0
and 60 incl usive.

NOTE: Leap seconds very occasionally result in mnutes that are 61
seconds | ong.

The date and time SHOULD be given in the poster’s local tine zone,
including a specification of that tinme zone as a nuneric offset
(whi ch SHOULD include the tine zone nane, e.g., "EST", supplied in
parent heses like a MAIL comment). |If not, they MJUST be given in
Uni versal Tinme (abbreviated "UT"; "GWI" is a historical synonym for
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"UT"). The tine zone nane in parentheses, if present, is a comment;
software MUST ignore it, except that reading agents might wish to
display it to the reader. Tinme zone names other than "UT" and " GVI"
MUST appear only in the conment.

NOTE: Attenpts to deal with a full set of tine zone nanmes have all
foundered on the vast nunber of such nanmes in use and the
duplications (for exanple, there are at least FIVE different tine
zones called "EST" by sonebody). Even the limted set of North
Aneri can zone nanes authorized by MAIL is subject to confusion and
m sinterpretation, hence the flat ban on non-UT tinme zone nanes,
except as conments.

NOTE: [ RFC1036] specified that use of GMI (aka UT, UTC) was
preferred. However, the local tine (in the poster’'s tinme zone) is
arguably information of possible interest to the reader, and this
requires sone indication of the poster’s time zone. Numeric

of fsets are an unanbi guous way of doing this, and their use was

i ndeed sanctioned by [ RFC1036] (that is, this is a change of
preference only).

NOTE: There is frequent confusion, including errors in sone news
software, regarding the sign of nunmeric tinme zones. Zones west of
Greenwi ch have negative offsets. For exanple, North American
Eastern Standard Time is zone -0500 and North Anerican Eastern
Daylight Time is zone -0400.

NOTE: I nplenmentors are warned that the hh in a tine zone can go up
to about 14; it is not limted to 12. This is because the
International Date Line does not run exactly along the boundary
bet ween zone -1200 and zone +1200.

NOTE: The comments in Section 2.6 regarding translation to other

| anguages are relevant here. The Date-content format, and the
spellings of its conponents, as found in articles thenselves, are
al ways as defined in this Draft, regardl ess of the | anguage used
to interact with readers and posters. Reading and posting agents
shoul d transl ate as appropriate. Actually, even English-Ianguage
readi ng and posting agents will probably want to do sone degree of
translation on dates, if only to abbreviate the I engthy format and
(perhaps) translate to and fromthe reader’s tinme zone.
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5. 2. From

The From header contains the el ectronic address, and possibly the
full name, of the article s author:
Fr om cont ent address [ space "(" paren-phrase ")" ]

[ plain-phrase space ] "<" address ">"

1*( paren-char / space / encoded-word )
<ASCI | printable character except ()<>\>

pl ai n-word *( space plain-word )

unquot ed-word / quoted-word / encoded-word
1*unquot ed- char

<ASCI| printable character except !'()<>@;:\".[]>
quote 1*( quoted-char / space ) quote

par en- phr ase
par en- char

pl ai n- phrase
pl ai n-wor d
unquot ed- wor d
unquot ed- char
quot ed- word

L 1 1 1 O 1 O 1 /R |

quot e <" (ASCl| 34)>

qguot ed- char <ASCI | printable character except "()<>\>
addr ess | ocal -part "@ donmain

| ocal - part unquot ed-word *( "." unquoted-word )

donai n unquot ed-word *( "." unquoted-word )

(Encoded words are described in Section 4.5.) The full nane is

di stingui shed fromthe el ectronic address either by enclosing the
former in parentheses (nmaking it resenble a MAIL comment, after the
address) or by enclosing the latter in angle brackets. The second
formis preferred. In the first form encoded words inside the ful
nane MJST be conposed entirely of <paren-char>s. |n the second form
encoded words inside the full name may not contain characters other
than letters (of either case), digits, and the characters "!", "*",
e/ t=" and MU The | ocal part is case-sensitive
(except that all case counterparts of "postnmaster" are deened

equi valent), the domain is case-insensitive, and all other parts of
the Fromcontent are comments that MJST be ignored by news software
(except insofar as reading agents may wish to display themto the
reader). Posters and posting agents MJST restrict thenselves to this
subset of the MAIL From syntax; relayers MAY accept a broader subset,
but see the discussion in Section 9. 1.

NOTE: The syntax here is a restricted subset of the MAIL From
syntax, with quoting particularly restricted, for sinple parsing.
In particular, the presence of "<" in the Fromcontent indicates
that the second formis being used; otherw se, the first formis
bei ng used. The major restrictions here are those al ready de
facto i nposed by existing software.

NOTE: Overly | enient posting agents sonetines permt the second

formwith a full nane containing "(" or ")", but it is extrenely
rare for a full name to contain "<" or ">", even in mail
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Accordingly, reading agents w shing to robustly deternine which
formis in use in a particular article should key on the presence
or absence of "<", not the presence or absence of "(".

The address SHOULD be a valid and conplete Internet domai n address,
capabl e of being successfully nailed to by an Internet host (possibly
via an MX (Mail Exchange) record and a forwarder). The pseudo-donain
".uucp" MAY be used for hosts registered in the UUCP naps (e.g., name
"xyz.uucp" for registered site "xyz"), but such hosts SHOULD

di scontinue this usage (either by arranging a proper Internet address
and forwarder, or by using the "% hack"” (see below)), as soon as

possi ble. Bitnet hosts SHOULD use |Internet addresses, avoiding the
obsol escent ".bitnet" pseudo-donmain. Oher forns of address MJUST NOT
be used.

NOTE: "t her forms" specifically include UK-style "backward"
domai ns ("uk.oxbridge.cs" is in the Czech Republic, not the WUK),
pur e- UUCP addressing ("knee!shin!foot" instead of

"f oot ¥%shi n@nee. uucp"), and abbrevi ated donai ns ("zebra.zoo"

i nstead of "zebra.zoo.toronto.edu").

If it is necessary to use the local part to specify a routing
relative to the nearest Internet host, this MJST be done using the "%
hack", using "% as a secondary "@. For exanple, to specify that
mail to the address should go to Internet host "foo.bar.edu", then to
non-Internet host "ein", then to non-Internet host "deux", for
delivery there to mail box "fred", a suitable address woul d be:

fred%eux%ei n@ oo. bar . edu

Anal ogous forns using "!" in the local part MJST NOT be used, as they
are anbi guous; they should be expressed in the "% form

NOTE: "a!b@" can be interpreted as either "b%@" or "b%@", and
there is no consistency in which choice is made. Such addresses
consequently are unreliable. The "% form does not suffer from
this problem and although its use is officially discouraged, it
is a de facto standard, to the point that MAIL recognizes it.

Rel ayers MJST NOT, repeat MJST NOTI, repeat MJUST NOT, rewite From
lines, in any way, however minor or seenmingly innocent. Trying to
"fix" a non-confornm ng address has a very high probability of making
things worse. Either pass it along unchanged or reject the article.

NOTE: An additional reason for banning the use of "!" addressing

is that it has a nmuch higher probability of being rewitten into
mangl ed unrecogni zability by old rel ayers.
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5.

3.

Posters and posting agents SHOULD avoid use of the characters "!" and
"@ in full nanes, as they may trigger unwanted header rewiting by
ol d, sinple-nm nded news software.

NOTE: Al so, the characters "." and ",", not infrequently found in
nanes (e.g., "John W Canpbell, Jr."), are NOI, repeat NOT,

all owed in an unquoted word. A From header like the follow ng
MUST NOT be witten without the quotation narks:

From "John W Canpbell, Jr." <editor @nal og. conr

Message-1 D

The Message-1D header contains the article’'s nessage ID, a unique
identifier distinguishing the article fromevery other article:

Message- | D- cont ent
message-i d

= message-id

= "<" |ocal-part "@ domain ">"

As with From addresses, a nessage |ID s local part is case-sensitive,
and its domain is case-insensitive. The "<" and ">" are parts of the
message I D, not peculiarities of the Message-ID header.

NOTE: News nessage IDs are a restricted subset of MAIL nessage
IDs. In particular, no existing news software copes properly with
MAI L quoting conventions within the |ocal part, so they are

forbi dden. This is unfortunate, particularly for X 400 gateways
that often wi sh to include characters that are not legal in

unquot ed nmessage IDs, but it is inpossible to fix net-wi de. See
the notes on gatewaying in Section 10.

The domain in the nessage | D SHOULD be the full Internet domain nane
of the posting agent’s host. Use of the ".uucp" pseudo-domain (for
hosts registered in the UUCP maps) or the ".bitnet" pseudo-domnain
(for Bitnet hosts) is permssible but SHOULD be avoi ded.

Posters and posting agents MJST generate the | ocal part of a nessage
I D using an algorithmthat obeys the specified syntax (words
separated by ".", with certain characters not permtted) (see Section
5.2 for details) and will not repeat itself (ever). The algorithm
SHOULD NOT generate nmessage IDs that differ only in case of letters.
Note the specification in Section 6.5 of a reconmended convention for
i ndi cating subject changes. Oherwise, the algorithmis up to the

i mpl ement or.

NOTE: The crucial use of nmessage IDs is to distinguish circulating
articles fromeach other and fromarticles circul ated recently.
They are al so potentially useful as permanent indexing keys, hence
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5. 4.

Spe

the requirenent for pernmanent uni queness, but indexers cannot
absolutely rely on this because the earlier RFCs urged it but did
not dermand it. Al nmajor inplenentations have al ways generat ed
per manent|y uni que nessage | Ds by design, but in sone cases this
is sensitive to proper adm nistration, and duplicates nay have
occurred by acci dent.

NOTE: The nost popul ar nethod of generating local parts is to use
the date and tinme, plus some way of distinguishing between

si mul t aneous postings on the same host (e.g., a process number),
and encode themin a suitably restricted al phabet. An ol der but
now | ess-popular alternative is to use a sequence nunber,

i ncrenented each tine the host generates a new nessage ID; this is
wor kabl e but requires careful design to cope properly with

si mul t aneous posting attenpts, and it is not as robust in the
presence of crashes and ot her mal functions.

NOTE: Sone buggy news software considers nessage | Ds conpletely
case-insensitive, hence the advice to avoid relying on case
distinctions. The restrictions placed on the "al phabet" of |oca
parts and domains in Section 5.2 have the useful side effect of
maki ng it unnecessary to parse nessage IDs in conplex ways to
break theminto case-sensitive and case-insensitive portions.

The | ocal part of a nessage | D MJUST NOT be "postnaster” or any other
string that would conpare equal to "postnaster" in a case-insensitive
conmpari son. Message | Ds MUST be no | onger than 250 octets, including
the "<" and ">".

NOTE: "Postmaster"” is an irksone exception to case-sensitivity in
| ocal parts, inherited fromMAL, and sinply avoiding it is the
best way to deal with it (not that it's likely, but the issue
needs to be dealt with). The length limt is undesirable but is
present in w dely used existing software. The limt is actually
255, but a small safety margin is w se

Subj ect

The Subj ect header’s content (the "subject" of the article) is a
short phrase describing the topic of the article:

Subj ect-content =] "Re: " ] nonblank-text

Encoded words MAY appear in this header
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If the article is a followp, the subject SHOULD begin with "Re: " (a
"back reference"). If the article is not a followup, the subject
MUST NOT begin with a back reference. Back references are case-

i nsensitive, although "Re: " is the preferred form A followp agent
assisting a poster in preparing a followp SHOULD prepend a back
reference, UNLESS the subject already begins with one. |[|f the poster
deternmines that the topic of the followup differs significantly from
what is described in the subject, a new, nore descriptive subject
SHOULD be substituted (with no back reference). An article whose
subj ect begins with a back reference MIST have a References header
ref erenci ng the precursor

NOTE: A back reference is FOUR characters, the fourth being a
bl ank. [ RFC1036] was confused about this. Cbserve also that only
ONE back reference shoul d be present.

NOTE: There is a sem -standard convention, often used, in which a
subj ect change is flagged by nmaki ng the new Subject-content of the
form

new topic (was: old topic)

possibly with "ol d topic" sonewhat truncated. Posters wishing to
do sonething like this are urged to use this exact form to
simplify autonated anal ysis.

For historical reasons, the subject MJST NOT begin with "cnsg " (nhote
that this sequence ends with a bl ank).

NOTE: Sone old news software takes a subject beginning with
"cneg " as an indication that the article is a control nessage
(see Sections 6.6 and 7). This nmechanismis obsol ete and
undesirabl e, but accidental triggering of it is still possible.

The subj ect SHOULD be terse. Posters SHOULD avoid trying to cram
their entire article into the headers; even the sinplest query
usual ly benefits froma sentence or two of elaboration and context,
and the details of header display vary w dely anong readi ng agents.

NOTE: All-in-the-subject articles are sonetines the result of

m sunder st andi ngs over the interaction protocol of a posting
agent. Posting agents m ght wish to give special attention to the
possibility that a poster specifying a very |ong subject night
have t hought he was typing the body of the article.
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5.5. Newsgroups

The Newsgroups header’s content specifies to which newsgroup(s) the
article is posted:

newsgr oup- nane *( ng-deli m newsgroup-nane )
pl ai n-conmponent *( "." conponent )

pl ai n- conponent / encoded-word
conmponent-start *13conponent-rest

| owercase / digit

Newsgr oups- cont ent
newsgr oup- nane
component

pl ai n- conponent
component - st art

| ower case <letter a-z>
conponent - r est conponent-start / "+" [ "-" [ " "
ng-delim "

Encoded words used in newsgroup nanes MJST NOT contain characters
other than letters, digits, "+", "-", /", "_", "=", and "?"
(al t hough they may encode them.

A newsgroup nane consists of one or nore conponents, which nmay be

pl ai n conmponents or (except for the first) encoded words. A plain
conponent MJST contain at |east one letter, MJIST begin with a letter
or digit, and MJUST NOT be |longer than 14 characters. The first
component MJST begin with a letter; subsequent conponents SHOULD
begin with a letter. Newsgroup names MJST NOT contain uppercase
letters, except where required by encodings in encoded words. The
sequences "all" and "ctl" MJST NOT be used as conponents.

NOTE: The al phabet and syntax specified enconpasses all existing
nanes of wi despread newsgroups, while avoiding various forns that
are known to cause problens. |Inportant existing software uses
vari ous non-al phanuneric characters as punctuation adjacent to
newsgroup nanes. (It would, in fact, be preferable to ban "+"
from newsgroup nanes, were it not that several w despread
newsgroups related to the C++ progranm ng | anguage al ready use

it.)

NOTE: Much existing software converts the newsgroup nane into a
directory path and stores the articles thensel ves using nuneric
filenanes, so all-digit name conponents can be troubl esone; the
"Great Renami ng" early in the history of Usenet included revisions
of several newsgroup names to elimnate such conpone